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Abstract 

This paper describes some of the simulation and optimisation tools for forest 

management that have been produced at the New Zealand Forest Research Institute 

Limited over the past 20 or so years. The systems are overviewed and the lessons 

learnt in building, implementing them and field experiences are summarised. Two of 

the more recent harvest scheduling tools are covered in more detail. 

 

Introduction 

 

ATLAS Technology is a Strategic Business Unit of Scion (formally known as the 

New Zealand Forest Research Institute).  It has been operating in this manner since 

2001. Scion is one of New Zealandôs crown research institutes and is a leader in 

forestry research and development.  There are 320 scientists working on new forestry 

technologies and innovations within Scion. These ideas are often evolved and 

developed into commercial software products by ATLAS. Since the first software 

products were produced by the Forest Research Institute in the late 70s and early 80s 

and released into the industry, software has become an accepted technology transfer 

medium. 

 

Our team of eleven skilled software engineers and forest industry experts have an 

average of 12+ years experience. ATLAS is arguably the largest supplier of forestry 

IT/MIS solutions in the Southern Hemisphere. Current products in ATLASôs portfolio 

span along the entire value chain. See the figure below: 

 

 
 
Figure 1: Current products in the ATLAS Technology range. 
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Historical Tools ï Estate Planning Models 

 

The New Zealand Forest Research Institute has had a long history of developing 

strategic and tactical estate planning models. 

IFS 

Back in the 1970s a forest estate simulator, Interactive Forest Estate Simulator (IFS) 

was developed (Garcia 1981). IFS was used widely by the New Zealand Forest 

Service and by a group of smaller forestry organisations and forestry consultants. IFS 

uses the concept of croptypes (homogenous forest areas grouped according to 

silviculture, management, yield prediction or other characteristics, as appropriate to 

the planning exercise) to: 

 

 Develop harvesting plans and schedules. 

 Perform investment analysis of alternative management strategies. 

 Derive forest valuations. 

 Regulate the flow of resources, production, expenditure and revenues. 

 Address both strategic and tactical planning questions. 

 

Because it is a simulator, the user specifies the actions to be taken in each period. 

These actions (or decisions) include what areas or volumes are to be cut from each 

croptype and age class, what areas will be replanted, and what areas are to be 

transferred between croptypes.  The simulation is advanced period by period with 

actions being performed each period. A number of different reports can be produced 

to describe the results of applying a particular management strategy. 

 

IFS proved very useful for exploring ñwhat-ifò scenarios. It was a simple, flexible 

framework for exploring forest estate management (Threadgill and Wakelin 1992).  

Itôs a good tool for those wanting to do more than use a spreadsheet or as an 

alternative to larger optimisation systems. However to come up with an acceptable 

solutions sometimes requires a lot of iterative work trying different scenarios. Often 

there is little knowledge of just how good or close to optimal the derived solution is. 

FOLPI 

In the early 1980s the Forestry-Oriented Linear Programming Interpreter (FOLPI) 

was developed (Garcia 1984) to complement the capability of IFS through the use of 

optimisation techniques. Both systems utilise the same data formats, but the use of 

linear programming (LP) optimiser with FOLPI makes it possible to tackle larger and 

more complex problems. 

 

Since the initial development, FOLPI has been used widely used in New Zealand and 

Australia by plantation forestry companies, consultants, researchers and universities, 

and has been applied in forest planning world-wide. Traditionally, it has been used by 

forest managers to develop and evaluate estate management and investment strategies, 

including as a basis for forest valuation (Manley and Threadgill 1991) and assisting in 

the development of corporate silvicultural strategies (Manley and Wakelin 1990). It 
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has also been used for regional and national wood supply forecasts (eg. Turland et al 

1993). 

 

Other applications have included: 

Tropical agroforestry, where the crops of interest have included teak grown for 

sawlogs, eucalyptus grown for pulp, coffee, cacao, rattan, bamboo, and 

ñjungleò (from which fruit and nuts were produced).  More routine models 

have also included both the tree and livestock components of forest grazing 

(Knowles 1994). 

Multiple objective modelling, highlighting the trade-offs between conflicting 

objectives (Hjortso 1997). 

Risk modelling, including biophysical (eg. Manley and Wakelin 1989) and 

financial risks (Manley and Wakelin 1995). 

Carbon inventory  (Maclaren et al 1995).   

 

The model has evolved and been extended in response to experience gained.  The 

system comes with support for a variety of LP solvers (e.g. XA, CWhiz, Mosek and 

CPLEX). As improved LP solution methods and solvers became more sophisticated 

the older solvers were swapped out in favour of more powerful ones. Likewise, 

advances in computer hardware made it possible to transfer the system from a 

mainframe computer to personal computers. The combination of desktop availability 

and an interface that allows users to construct complex models simply by filling in 

forms, allowed FOLPI to become arguably the first ómainstreamô forest estate 

optimisation system. 

 

An important early development that was carried over into the first PC version 

released in 1990 was the ability to explicitly model the allocation of logs to markets.  

Demand by log grade can be specified for individual processing plants and a price 

assigned to log grades supplied from a particular forest to a particular plant. Detailed 

future processing scenarios can be developed and evaluated or future demand can be 

incorporated.    

 

FOLPI has sometimes been óshoehornedô into use for short-term harvest scheduling 

and optimal log allocation exercises (Manley et al 1991). Constraints on seasonal 

harvest access, maximum harvest areas, crew availability as well as customer 

demands in terms of quantity and quality of log products can be included, and a utility 

was developed to allow spatial reporting of schedules in a third-party GIS application.   

 

IFS and FOLPI represent two different approaches to estate modelling. With the 

simulation approach, the detailed plan is an import to the model and the outcome that 

results from this is summarised into reports. The simulation approach is excellent in 

simpler situations and especially where only the estate is to be modelled (no resource 

allocation). Subjective judgements, such as saving specific areas to harvest at 

predefined dates, can be easily incorporated.  However, simulation can be time-

consuming, requires a lot of trial and error and there no clear indication of how good a 

derived solution is.   

 

Although the LP optimisation approach of FOLPI is capable of providing ñoptimalò 

solutions quickly, with the more complex scenarios it is common to experience long 

solve times and also infeasible models. Unfortunately infeasibility analysis does not 
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always explain exactly why the problem infeasible, or what changes should be made 

to the model. An apparently trivial change can result in an infeasible model. 

 

With both the simulation and optimisation approaches, a major effort is required to 

bring the varying quantity and quality of data sources together, aggregate them, and 

reformat them.  Any modelling exercise requires significant data manipulation effort.  

Unfortunately, data management and the user interface in both IFS and FOLPI were 

designed for the scale of analyses that were feasible in the early 1990s.  Advances in 

hardware and software, increased availability of forest information, and the changing 

business environment have all lead to larger, more detailed and more complex models 

being constructed.   

 

It was also soon obvious that the standard LP or MILP approach was inadequate for 

dealing with short-term harvest scheduling issues, leading to research into alternative 

model formulations and solution techniques. (Cossens 1992, Laroze 1999, Murphy 

1998, Mitchell 2004) 

 

Market Supply (2003) 

In 2003 ATLAS was approached by what was then State Forests of New South Wales 

(SFNSW) to build a Market Supply model. Our intentions from the start were to 

include and build on the lessons learnt from 15-20 years of simulation and 

optimisation experience. 

 

State Forests of New South Wales owns and manages 85,000 ha of plantations in the 

Hume region. Traditionally logs in this region were supplied to customers on a 

stumpage basis. The customer organises their own harvesting and delivery to mills.  

However logs are increasingly sold on a delivered basis with SFNSW providing the 

harvest and delivery of the logs. Delivered sales provides SFNSW with the 

opportunity to maximise its profits by scheduling the right log products to be cut from 

the right locations at the right time and supplied to the right customers. Conversely 

they could also lose value (and customers!) if they get the scheduling wrong. 

 

The objective was to build a system that selected which units to harvest, what crews 

to allocate to what harvest unit, determine the best cutting pattern they should use and 

assign from their production (or stocks) the logs to meet a mill demand. The model 

was designed around an eight week rolling horizon.  

 

Initially SFNSW had managed the planning using a set of spreadsheets and a bit of 

local knowledge. This can be a very complex problem when considering deliveries of 

30,000 cubic metres of logs per week with transport distances up to 350km, supplying 

8-13 main mills per week from 11 main harvesting crews.   

 

A system was built under a six month contract. After a period of requirements 

gathering and use-case modelling the original model was prototyped in an Excel 

spreadsheet using the LINGO modelling system.   

 

The system was architected with three main components. A graphical user interface 

where the scenarios (problems) are edited and maintained, a job monitor that monitors 
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and submits jobs to the solver and a solver that takes the data and constraints entered 

formulates a matrix, solves it and writes the solution back to a set of report tables. 

 

 
Figure 2: Market Supply main user interface showing scenarios organised into folders. 

 

Problems are organised into a tree folder structure. Each problem is called a scenario.  

It is possible to create copy, rename and delete scenarios to allow for easier ñwhat-ifò 

analysis. 

 

The main user interface is organised around a set of data or entity managers. The 

managers allow for the importing of data and the setting up of constraints. There are 

managers for each major entity in the system. For example, there are harvest unit, 

crew, order, stocks and yield manager.  
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Figure 3: Market Supply harvest unit maintainer. 

 

 

As much data as possible was imported using wizards from other SFNSW systems.  

Harvest units (aggregations of ópatchesô that were identified for harvesting in the first 

year of the tactical plan) were imported from ATLAS TFM2. Yield cubes (see figure 

below) are imported from ATLAS Cruiser. 

 

 
Figure 4: Yield cube structure. 

 

Cutting strategies are different sets of log products/grades in a slice through a cube.  

Within a cutting strategy there are different prices /priorities by grade.  The model 

chooses the best cutting strategy to meet customer demand and minimise excess 

stock. Getting the yield tables correct and with a good variety of cutting patterns is the 
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key to driving the model well. Since it will provide the model with more choices to 

match the product to the market. 

 

Stock information is imported from Artlis (Meynink et al 2004).  Haulage distances 

between harvest units and delivery points are derived from GIS.  All data and 

constraints are securely stored in a Microsoft SQL Server database. 

 

The model itself is scripted in the LINGO mathematical programming modelling 

language and a standard MPS matrix is generated by calling LINGO to compile and 

build the matrix using the data stored in the database.  Once built the matrix is 

submitted to a solver.  Once again the lessons learnt previously were put to good use - 

namely to decouple from 3
rd
 party components like the matrix generator and solver.  It 

would be relatively trivial to rewrite the script for a different matrix generator and to 

plug in a different solver if needed. 

 

Where possible, the aim was to build a system with a solver that was powerful enough 

to avoid long solution times.  Much testing and comparative running was done with 

four leading-edge solvers (LINDO, Mosek, XPress-MP and CPLEX) to pick the most 

suitable for the type of model we were solving.   

 

The model is a mixed integer linear programming model.  Some of the variables are 

restricted to integer values.  For example, the variables that ensure no more than one 

harvest crew can be allocated to a harvest unit in a week; and that a harvest crew must 

be allocated to a single harvest unit, unless they are idle, are integers.   

 

Because of the nature of integer models there is little information on how to diagnose 

infeasible models. Based on our previous modelling experience, good infeasibility 

diagnostics are essential to a successful optimisation system. Sets of dummy variables 

were implemented to assist in diagnosing these problems. Typically a harvest unit 

with unlimited area and yield cube assigned to it with any possible product capable of 

being produced, a high operating cost crew with unlimited capacity and a mill capable 

of consuming any product (while paying nothing for them) are included in the model.  

When the harvest unit is harvested from, or the crew is made operational, or the mill 

receives deliveries, then there is obviously a problem with the structure the model.  

The sample Gantt chart below shows an example of crew harvesting working in a 

high cost harvest unit to meet a supply constraint. By looking at the product types and 

quantities produced by the crew in this harvest unit the modeller can deduce where the 

shortfall is. 

 

Problems with up to 170 potential harvest units, 20 cutting patterns considered for 

each harvest unit, 10 crews, 30 log products and 10 customers have been solved 

successfully on a PC in approximately 30-40 minutes. Typical problem size is about 

50000 rows and columns of which some 20% are integers. The system itself has no 

internal limits on the number of harvest units, crews, customers and products that can 

be modelled. 
 

A variety of charts (see figure below) and reports can be produced or the result tables 

dumped to CSV files. 
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Figure 5: Sample Market Supply charts. 
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The system is a gross feeder of information and has proven to be reliant on data from 

other systems.  In general, the import wizards are reliable, provide good diagnostics 

and are easy to use. 

 

The optimising Market Supply model is an ideal fit for the FNSW situations.  It 

integrates into their business and systems well.  In their complex situation with 

delivered sales, differing grades, lot of crews with differing capability and production 

rates, a variety of customers with differing requirements and many potential harvest 

units the software tool really does improve their ability to deliver the right log to the 

right customer at the right time in the most profitable way. 

 

Harvest Scheduler (2007) 

 

Late in 2006, ATLAS Technology was approached by a group from Hikurangi Forest 

Farms (HFF), a medium-sized forestry company based in Gisborne, on the east coast 

of the North Island of New Zealand.  They employ 16 staff to manage 35,000 ha of 

forest estate predominantly on steep terrain. 

 

HFFôs strategic planning begins with the production of a 10-year cut plan which 

includes detailed harvest plans. Road and skid plans are developed from the harvest 

plans. Planning and machine requirements are validated with a field trip. After 

resource consents have been approved, road and skid construction is commenced. 

Because of the nature of the terrain and soil type they invest heavily in roading and 

skid construction. Most harvesting is performed using cable hauler systems with 

manual log processing on a skid. Log processing is gradually migrating to mechanical 

processing.  The majority of the logs produced are delivered one delivery point (the 

port) for export.  However by the end of next year they hope to commence deliveries 

to a new mill that is currently being built in Gisborne.  

  

In terms of the harvest unit, crew assignment, production-planning problem the 

Hikurangi situation is reasonably straightforward. One of the planners had built a 

customised spreadsheet to help schedule the crews to areas and ensure the production 

of different products was relatively even and consistent however this spreadsheet was 

becoming very large (>15Mb) and unmanageable since it contained five years worth 

of harvest schedule planning at the daily level.  The person responsible for 

maintaining the spreadsheet was leaving the company and there were concerns about 

maintenance of the spreadsheet. 

 

HFFôs requirements are fairly uncomplicated. They needed a system to replace the 

functionality of the spreadsheet model.  It had to simulate the harvesting of areas of 

their estate and generate tonnes by log product per day.  Crew production rates, move 

times and capabilities had to be captured. They were interested in reporting area 

depletion by harvest unit and production of log type. Because the current spreadsheet 

was used by anyone from their production planners to their accountant the system had 

to be reportable on variable time scales from daily, weekly, monthly, quarterly up to 

annually. The system had to be multi-user and secure. Only authorised people could 

be permitted to view or modify data within parts of the system. 
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Figure 6: Harvest Scheduler design. 

 

As requirements were captured it was also noted that integration with ATLAS 

GeoMaster (spatial estate database) and ATLAS Yield Table Manager (yield cube 

repository) was needed (Gordon and Pilaar 2007). As we learnt with Market Supply, 

the ability to easily and reliably import data was key to ensuring the system would be 

easy to use. 

 

Some of the same design concepts that were used with Market Supply have been 

carried over to Harvest Scheduler. A top-level scenario entity is used.  Each scenario 

contains a version of data independent from others. It can be updated, copied, 

renamed, deleted or organised into folders to allow easier ñwhat-ifò analysis. Access 

control can be applied to folders containing scenarios to allow them to be modified 

only by specific groups of users. This is useful so that once a good harvest plan has 

been arrived at the scenario can be deliberately fixed and secured.  Scenarios can be 

derived from this but the initial scenario will always remain in its original state. 

  

As with Market Supply, Harvest Scheduler uses the concept of data maintainers to 

import and manage the specific entity types.  Below is an example of the harvest unit 

maintainer form: 

  

Cut Basket 

Yield Harvest Units Crew 

Simulate Production and Depletion 

Crew, Hunit, Day, Grade, Production, 

é 

Reports 

1
st
 

2
nd

 
é 

1
st
 

2
nd

 
é 
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Figure 7 : Harvest Scheduler harvest unit maintainer. 

 

A harvest unit is considered to be any area of forest that will produce log volume and 

grade more-or-less uniformly across its extent. Hence one yield cube is sufficient to 

predict the yield. A harvest unit could be a setting (the ATLAS Harvest Manager 

system recognizes a hierarchy of Forest, Block, Harvest Area, Setting), or could be a 

stand (ATLAS GeoMaster uses Forest, Compartment, Stand). Harvest units also 

require a unique name, forest, operation type (in HFFôs situation only ñroad liningò or 

ñclearfellò), a plant date and a net stocked area. Each harvest unit must be linked to a 

yield cube. Using plant date the age of the harvest unit is derived and used to look up 

expected yields from the yield cube. Harvest Scheduler makes the yield cube selection 

easy by populating a drop down list in the yield cube field of the maintainer or 

allowing the user to select and browse for the yield on the currently selected harvest 

unit. Later, when setting up harvest lists, one of the cutting strategies from within the 

selected yield cube will be assigned to a crew. 
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The crew maintainer is a little 

more complex than the harvest 

unit maintainer. Each crew 

requires a unique name.  A 

move-and-setup time (days) is 

needed in order to be able to 

model the loss of production 

between finishing one harvest 

unit and starting the next.  

 

A harvest list is a sequenced 

list of harvest units that the 

crew will harvest in the 

specified order.  Each 

sequenced harvest unit refers 

to a cutting pattern (see the 

figure below) selected from the 

harvest unitôs assigned yield 

cube.  The cutting strategy is 

referenced directly from 

ATLAS Yield Table Manager.  

Optionally a finish date can be 

specified.  If no finish date is 

set the harvest unitôs net 

stocked area is depleted daily 

(depending on the crewôs 

production rate) until no more 

area is available.  When 

harvesting has completed, the 

crew move to the next harvest 

unit in their harvest list. 

 

 

 

 
 

Figure 8: Harvest Scheduler crew maintainer. 

 

Production rates are held at three levels:  

 production rate per calendar day, per harvest unit, 

 production rate per harvest unit, 

 base production rate per operation type per forest. 

 

The most specific rate is applied first when simulating through the harvest list. 
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Figure 9: Yield Table Manager cutting pattern selection. 

 

Each crew has a set of days that they are available to work over the period of the 

scenario.  This is user-defined and can exclude weekends, public holidays and other 

non-work days (due to shut-downs etc). There is a maintainer to manage the masking-

off of these unavailable days. 

 

The schedule of production by log types (specified in the harvest units assigned 

cutting strategies) is calculated daily from the scenario start to finish date. The daily 

area depleted by harvest unit is also calculated at the same time.  

 

A variety of charts and tables are derived from the production data. These can be 

summarised daily, weekly, monthly, quarterly, financial-yearly or annually.  

Production charts and reports show the log production by grade through time. Area 

charts and reports show the depletion of net stocked area from harvesting. Gant charts 

show the sequence of harvest units by time that the crews work through.  Production 

and area reports can be exported to Excel if any additional non-standard reports are 

required. 
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Figure 10: Sample Harvest Scheduler chart and report. 

 

Currently there is no financial data (costs or revenues), stocks or customer orders 

included in the model.  These are possible areas where the software could be 

expanded to make it more applicable for other forest owners. 

 


